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Presenter Notes
Presentation Notes
Hello, thanks for organizing this and inviting me.

I’m Chris Douglas a PhD student at UC Berkeley working with Joe Hellerstein and Natacha Crooks.
Previously I worked on infrastructure and applied research at Yahoo/Yahoo Labs, Microsoft, and Apple

Today I’m going to talk about a solution to a niche, but common problem managing Iceberg tables: conflicts with compaction jobs
the first half of this talk was presented at the SIGMOD FORMATS workshop
for this audience already familiar with the motivation: I’ll go more quickly to get to the meat of the solution
but please interrupt if this is unclear
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We start with data added by a transaction T0; this is just a data file d adding some data to the table
<X>Next a transaction T1 will add some new tuples, including updating some rows from T0.
Here, Terry Semel is updated to Terence Semel
<X>Since D0 is immutable and we don’t want to rewrite all the rows we didn’t change,
T1 will mark some of its rows as deleted by adding a new file to mask those rows.

Position delete vectors tombstone rows by position in particular files.
Readers merge all three objects to obtain the state of the table after T1 commits.
While correct, as deltas accumulate the merge overhead incurred by every reader can be as high as 2-3x.
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Every reader pays this overhead, so operators will schedule compactions to materialize a full scan of data files
After copying “live” rows to a new file, subsequent commits reference the compacted layout, not the files as written by the original txn
The layout change is committed as a normal transaction C, omitting files written by transactions T0 and T1
state is the same as T1: it’s just a different layout

<X>But this creates a problem: concurrent transactions like T2 are unaware of C and they refer to the old layout.
<X>Even though C represents the same logical state, T2 must be re-run
The snapshot committed by C doesn’t include D0 and D1 which are directly referenced by T2
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We need to re-run our transaction over D2- even though it’s the same state- and recompute our result so T3 is a proper successor of the compaction
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We have the same problem with compaction. T2 is running concurrently with C
If T2 commits first, C is not a valid successor since it would revive rows deleted by T2
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C must be re-run to include T2, repeating most of the work it did previously.
This is a common problem in Iceberg tables: compactions must be scheduled and sized to avoid expensive re-executions
It’s also common to resort to pessimistic locking (external coordination) should data arrive faster than the compaction can process
for example, if T3 were to arrive before this compaction completed, then it would need to restart AGAIN

Our problem is that we create new direct references in new transactions and rewrite them in compactions
these don’t commute; we can’t reorder rows of direct references in a new layout if we can introduce new direct references in the old layout
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So: what should we do instead?
Take the case where the compaction commits first, T2 needs to re-execute
But what if we could consult an oracle? If it remembered where C mapped each of the regions, we could locate the positions of the live rows it moved.
sound, b/c T2 can only refer to live rows, and C moved all the live rows to effect the compaction.
T2 inserts don’t change; it’s only the row identity of deleted rows that get mangled

So what we need is a remapping function that rewrites our deletion vectors to the new layout

The compaction has this information, but it throws it away
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Instead, let’s keep it. During compaction, we maintain and commit a compaction map that records where each run of data from the source was relocated in the destination.
Following then-conventions in Iceberg, we used Apache Avro. With very little effort: this is compact, details in the paper/prototype

What it’s doing is very simple:
(1) This source region was remapped to this new region in the compacted file.
(2) We have a position delete pointing to position 500 in the original, we need to compute its position in the compacted file
(3) The compaction map stores the start position of each region
(4) And also its length, so our point was moved with this region
we compute the region offset (100) by subtracting src_start
(5) And add that to the offset of the region in the compacted file
(6) Yielding the remapped position
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For example, assume T2 deleted runs of rows from D0 and D1
We can remap these positions by first finding the range they were deleted from
If T2 deleted rows 500-650 in the original file, we find the region each point was relocated to: these are all part of this region starting at position 800
then we align the delete to the updated region: pos(500) – offset of the start of the region in the original file (400) + target start (800)
so 800 + 500 – 400 is (I hope) 900
T2 can do the same for deletes pointed to D1, effectively “rebasing” T2 on top of C
or “commuting” C with T2
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Symmetrically, compaction maps can be used by the compaction to repair itself!
if transaction T2 commits while C is running, we don’t need to throw away the result
we just need to remap the deletion vectors to reference C
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And in fact, we can commute this compaction with multiple transactions.

Here, T2 and T3 committed while C was running
T2 deleted from D0 and D1
T3 deleted from D1 and D2
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By including the insertions from T2 and T3 and rewriting their deletion vectors, C can commit a state equivalent to T3 and preserve its compaction of T0 and T1.
for the case where data are arriving faster than the compaction can complete, where previously we might take a lock to stall updates

OK. So how quickly can we remap positions with a compaction map?
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Results for roaring bitmaps, in milliseconds; these times include reading and writing from the respective object stores
For Iceberg transactions, a 100-500ms is noise.
The speedup is both arbitrary and conservative. A 500ms rewrite is higher than we observed in any scenario. Varun’s data shows ~3-5 minute compactions ; User transactions could take hours to re-execute (but probably not).
Without belaboring the comparison to the baseline: using a compaction map makes conflicts with compactions ignorable

Compactions (layout changes, logical noops) are necessary maintenance that create conflicts- including SLO misses- in production workloads.
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Some quick call-outs for the Iceberg fans who want more detail
We also implemented compaction maps for v2 tables with position delete files
Position Delete Files can take over two seconds to run, but it’s still noise
easily backported, clients may ignore it (SLO miss still active) BUT compactions will commute with user transactions
solves the other case we were talking about earlier, when a compaction can’t keep up with the ingestion rate
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We also benchmarked multiple strategies for the join between positions in the DV and runs in the compaction map
differently sized data, different strategies benchmarked
large relative speedup, but in absolute terms the gains are not exciting; maybe 100us from 7s (still noise)
Please reach out if you’re interested in more details

----


3 cells for each item: “gap ratio”: percentage of the range that is gaps: 0.0: dense, 0.3 (moderate gaps), 0.5 (sparse, 50% data deleted)
e.g., cases where rangeQuery is winning are sparse maps where may ranges map no points
don’t need to read this too carefully, the point is that there’s no dominant strategy with PD files in the mix
DV files are always sorted, so this matters less
Intuitively, this is a join of positions with ranges and the optimal algorithm will depend on the size/density of each arm of the join

linear — Walks the run list from left to right for each position; O(r) per lookup, no setup cost; wins only when r is tiny.
binary — Standard binary search on runs sorted by sourcePosition; O(log r) per lookup; the baseline single-position algorithm.
intervalTree — Balanced BST of runs augmented with maxEnd per subtree, enabling early pruning when a query position is past everything  reachable below — O(log r) per lookup with fewer steps for gap/out-of-range positions. 
streamJoin — Sorted merge-join: a single coordinated walk through sorted positions and sorted runs in O(p + r); requires sorted input but  emits all mappings in one pass.
rangeQuery — Inverted approach: for each run, two binary searches over the sorted positions give the contiguous slice inside it, mapping a   whole range at once — O(r log p + matches); wins when r ≪ p or when gaps make most positions "miss."


Future Work

* SERIALIZABLE detects spurious read conflicts
* SORT, Z-ORDER compactions

* Too large? Change granularity of the map?

* Other maintenance: deduplication, GDPR
* Rebase applications that do their own dedup?

* Merge index (REMIX, Zhong et al. FAST’21)

* “Anchor keys” improve lookup + scan without a compaction

* Checkpoint inversion
* Rewrite transaction snapshots to reference newer checkpoints
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Stuff we could do and didn’t do

We didn’t talk about it, but the existence of a compaction map in the manifest list also means that serializable transactions can ignore layout changes to their read set

We didn’t experiment with compactions that SORT or use Z-ORDER; these could produce much larger maps, but could be worth it? If you have workloads and want to experiment, let me know

There are other maintenance operations that could write to the table and commute with transactions.

This work was inspired by REMIX. Without creating a compaction, one could write an index-like structure that would speed up searches on sorted tables

As we saw, compactions can rewrite multiple transactions that commit later, but we can also rewrite the snapshots we’re compacting to refer to the _future_ snapshot.
I- or rather, Claude- wrote a quick prototype of this idea just to see what would break.
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As we’ve belabored, a commit to an Iceberg table records changes w.r.t. its predecessor
Compaction rewrites these changes into a contiguous checkpoint

But we’re storing an extra copy of this region
everything that survived from C_A is stored again in C_B
everything inserted in intermediate transactions is also stored in C_B

But as we’ve discussed, these objects can’t be referenced in future table snapshots: this is the point of rebasing concurrent transactions that reference them
So- ignoring very important cases some of you want to shout at me- I’ll make the following observation

We can invert these commits. Instead of referencing the predecessor’s state, we can represent the same, logical table state by referencing the subsequent compaction C_B
I’ll show how we can do this cheaply using the compaction map, but first I want to walk through this example
First, the state right before the compaction is identical; just reference C_B
Next we can derive the state written by T_alpha by undoing the changes made by T_beta
The encoding already separates inserts/deletes. To get T_alpha we just need to delete what T_beta inserted into C_B and add back what T_beta deleted
In this example, T_beta added f and g so its inverse deletes rows 3 and 4 from C_B; T_beta deleted b and d, its inverse adds them back

I’d also point out that the state preceding this compaction is also redundant
if we don’t care about *how* it was written, then we can keep whichever of these two layouts/representations is the less expensive
deliberately not putting a unit on “cost”: less space, lower latency to read, etc.
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As an example, let’s invert T_beta. I’m not going to show the arithmetic, just conceptually what we’re doing

Let’s start by inverting the inserts from T_beta
f and g survived to the compaction, so we can use the compaction map to locate them
again: looking up the position of a row T_beta inserted in C_B
the positions in C_B are exactly the contents of the deletion vector for the inverse
deleting the tuples at positions 3 and 4 i.e., f and g
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Next, we need to insert what T_beta deleted

For this, we just need to resolve the referents of T_beta’s deletion vector
for each tuple it deleted, we have the positions of the row, that’s what the position delete vector encodes, and what we need to read to insert what T_beta deleted

However, we have a case here we didn’t have in the immediate predecessor to the compaction
a tuple that was born and died in the intermediate commits: T_alpha created `d` and T_beta deleted it
it’s not in the compaction map because `d` didn’t survive to C_B
To invert T_alpha in the next step, we need to know the position of `d`
in the inverted layout, tuples are created in the inverse of the transaction that deleted them, and deleted by the inverse of the transaction that added them
fortunately, while we’re writing the inverse of T_beta, we know when we’ll need it, so the rewrite will track it until we invert the transaction that created d

By inverting T_beta, we can apply this delta to C_B to obtain the state before T_beta was applied



Checkpoint Inversion

Invert TB

1. Invert dj
i) CM:dj — Cp
ii) write dg-1

2. Invertdg
i) Resolve d[}

ii) Recall T, position

Invert T,

1. Invertd}
i)CM: d} — Cy
i)dl - dfoy

iii) write d -1

Cyq (Ty.. Ty)

Cy+ T,

=)

Ca+ T, +Tp

Cy:2,T,: 1

{a,e, f,g}

{a,e, f,g}



Presenter Notes
Presentation Notes
Next let’s invert T_alpha (more quickly now)

e survived to the compaction, so we can look up its position delete in the compaction map
d we recall from its resolution inverting T_beta
and it must be one of these two cases: either it survived to the compaction or we’ve already processed the transaction that deleted it

So we can write the inverse of T_alpha as a deletion vector referencing C_B and the intermediate inverse
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And for completeness: T_alpha deleted c
a referent we resolve from C_A
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Now we can delete the old states and we’re left with a single copy of the compacted region




Checkpoint Inversion: Storage Reclaimed
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This experiment measures the prototype code, and the storage reclaimed is pretty much as you would expect. Let me explain the graph

v3 table, start with 500k rows and perform 500k operations across 8 transactions before compacting and rewriting. Start with 0% deletes and increase up to 90% deletes
each pair of stacked bars shows the state before on the left and after rewriting on the right
it shows what we would predict: All inserts, so 0% deletes on the far left: reclaim 50% of the storage
as we add deletes to the mix, we’re changing deletion vectors to materialized row data
so when the workload is 90% deletes, we’re only reclaiming about 15% of the storage in the rewrite

Whether this is worth it to your workload, depends. Because we’re not only trading off storage and read latency, we’re also sacrificing provenance


Checkpoint Inversion: Breaking Changes
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Specifically, we can’t see “what changed” in a commit.

If we look at the rewritten state that replaced the compaction: the transaction didn’t look into the future and delete records from an object that didn’t yet exist
but for change-data-capture, replication, and audit: storing the table as it was generated materializes what changed at each step
we’re throwing that away to recover space. It’s the same logical state, but reconstructing how it was written would require us to “invert the inverse”

To that end: we need to save some extra metadata to reconstruct the logical state i.e., what was added/removed
we can also reconstruct the row identity (i.e., the row id added in v3)
but we don’t know the position, so it’s not totally lossless. Everything that survives to the next compaction (C_B in this case) we know its source position
but what was deleted, we only know which commit deleted it
and if that tuple was born and died between compactions, we would need another, explicit position map

Bottom line: mostly invertible, losslessly invertible requires a little more metadata

Generally: the value of provenance decays over time. Validation, replication, CDC usually happen within a relatively short window
after those actions complete, preserving the representation is less valuable
depends on the workload. Unlike commuting compaction, the tradeoffs here are more subtle and depend on the deployment



Thank you

* Avoid re-execution of compactions and transactions
* Writer-centric state to repair conflicts

* Physical layout impacts logical functions
e Cooperative concurrency control

Chris Douglas Joseph M. Hellerstein
chris_douglas@berkeley.edu hellerstein@berkeley.edu

Thank you
Ashvin Agrawal, Carlo Curino, Owen O’Malley, Tiemo
Bang, Gopal Vijayaraghavan, Natacha Crooks, Micah
Murray, Pavan Lanka, and Sumedh Sakdeo
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Takeaways:
compaction maps are a cheap way to avoid re-execution of conflicting compactions and transactions; can use them for other layout transformations
class of writer-centric state we can use to repair conflicts
cooperative concurrency control: layout of state in the table affects concurrent writers, so writers should anticipate conflicts instead forcing others to react and compensate as transactions are installed

Thank you to the many friends and colleagues who discussed this with me, shared insights on production workloads, reviewed drafts of this work. I think we have time for questions
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The difference is encoding and flushing the Parquet format to storage
TODO update with May 2026 benchmark


Encoding Cost
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Deletes are not free
- Need to re-assert what was deleted by transactions 
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